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ABSTRACT. Every five years, the SAIL event in the center of Amsterdam attracts millions of visitors.
Managing large crowds in relatively small areas requires real-time insight into the traffic situation —
particularly pedestrian flows — and forecasts thereof. To provide reliable short-term crowd forecasts
without historical data, we developed an adaptive hybrid AI model that learns exclusively from live
sensor, weather, and event data during the SAIL event. Our hybrid architecture integrates a periodically
retrained Light GBM model with a Kalman Filter for real-time error correction and Conformalized
Quantile Regression yields calibrated 90 % prediction intervals. The resulting system produces robust
4-hour forecasts and offers a generalizable solution to manage crowds at other large-scale events,
particularly those infrequent events with limited historical data.
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1. INTRODUCTION

Every five years, the maritime festival SAIL brings
dozens of international tall ships to the Amsterdam
harbor for public viewing and celebration. The most
recent edition, held from Wednesday 20 August to
Sunday 24 August 2025, attracted around 2.5 mil-
lion visitors to the city center. 2025 is not only the
750*" anniversary of Amsterdam, but it is also the
50" anniversary of SAIL, and the 10*" edition of
the largest nautical event in the world. This makes
SAIL2025 a unique event, during which safety is one
of the top priorities of the SAIL organizers and other
stakeholders. Managing such large crowds in rela-
tively small urban areas requires real-time insight into
the traffic situation — particularly pedestrian flows
— and forecasts thereof. Accurate crowd forecasting
plays a critical role in event planning and crowd man-
agement, from coordinating with transport systems,
planning staffing proactively, to supporting evacua-
tion planning, and preventing risky overcrowding or
stampedes [I], 2].

Traditionally, crowd forecasting has been con-
ducted through crowd behavior modeling and sim-
ulations [3, 4]. As advancing technology makes more
and more data available, data-driven models are being
developed to provide more accurate and timely crowd
forecasts. In particular, Al systems offer new opportu-
nities for analyzing, predicting, and managing crowd
flows at a scale and speed previously unattainable.
AT models can detect patterns in large and diverse
datasets, learn adaptively from new situations, and
generate both short- and long-term forecasts. Due to
the data requirements of AI models, previous studies
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on crowd forecasting for large-gathering events have
most utilized large-scale GPS trajectory data or crowd
count data derived from mobile phones. For exam-
ple, [B] predicted crowd density during the Vienna
Marathon event using a support vector regression
method with thousands of GPS traces, and [6] pro-
posed a multitask ConvLSTM Encoder-Decoder model
to predict citywide crowd dynamics, using GPS trajec-
tory data from 1.6 million mobile phone users. Using
long-term Resono crowd count data, [7] utilized the
XGBoost model combined with a digital twin to mon-
itor and predict crowds at the Scheveningen beach.

Despite these promising developments, the SAIL
event presents unique challenges that hinder the appli-
cation of existing AT crowd forecasting models [8]. The
absence of historical data, the high degree of unpre-
dictability in human behavior, the lack of standardized
data, and the complexity of real-time changing situ-
ations make it extremely difficult to forecast crowds
accurately and in a timely manner. Furthermore,
given the uncertainty of the crowd dynamics and the
noise of input data, it is necessary to provide uncer-
tainty estimation associated with these predictions for
risk assessment and more robust crowd management
decisions.

Therefore, to address these challenges, the aim of
this study is to create a hybrid and adaptive Al model
to accurately forecast crowd flows and provide uncer-
tainty estimations during SAIL2025. The paper is
structured as follows. We start with an overview of
the data and infrastructure available during the SAIL
event. Then, we describe the methodology, followed
by the results and discussion thereof. We end with
a conclusion.
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F1GURE 1. Overview of the sensors in the SAIL area.
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FI1GURE 2. Comparison of profiles from the G-M and the G-F sensors.

2. FORECASTING INPUT, TECHNICAL
ENVIRONMENT, AND VISUALIZATION

This section outlines the inputs for the crowd predic-
tion available during the SAIL2025 event.

2.1. DATA

The crowd flow data utilized in this study were col-
lected from 23 sensors deployed by the Amsterdam
municipality as part of Amsterdam’s Crowd Monitor-
ing System (LVMA) [9]. The sensors in the LVMA are
designed for non-intrusive, privacy-preserving mon-
itoring of active modes. In this research we use
camera-based counting sensors, which provide pedes-
trian counts per 3 minutes in each direction. The
sensors are divided into two categories: 11 G-M sen-
sors and 12 G-F sensors. In this notation, G stands
for Gemeente (Dutch for municipality, the owner of
the sensors), M denotes main flow, and F indicates

ferry. G-M sensors were primarily installed along
pedestrian walkways to monitor the main pedestrian
traffic flow, whereas G-F' sensors were placed at ferry
terminals to capture passenger traffic flows, as shown
in Figure

The different placements of these sensors result in
fundamentally distinct data profiles, as illustrated in
Figure 2] The data from the G-M sensor on a pedes-
trian pathway reveals a relatively smooth, continuous
flow of pedestrians. This pattern follows a typical daily
cycle, with crowd numbers increasing in the morning,
remaining high throughout the day and early evening,
and then gradually decreasing late at night.

In contrast, the G-F sensors at the ferry terminals
show a highly periodic pattern. The flow is charac-
terized by sharp, regular peaks corresponding to the
scheduled arrivals and departures of the ferries, with
periods of very low activity in between when passen-
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FIGURE 3. Results of the forecast from G-M-02-01  FromSAIL sensor.

gers are waiting for the ferry to arrive. This oscillating
behavior presents a different forecasting challenge com-
pared to the more continuous flow on the walkways.
The developed model must be robust enough to han-
dle both of these distinct crowd movement patterns.
In addition to crowd count sensor data, weather in-
formation, including temperature, precipitation, wind
speed, and cloud cover, was collected from the weather
API of the Royal Netherlands Meteorological Institute
(KNMI).

2.2. TECHNICAL ENVIRONMENT

The forecasting module was executed within the KPN
Data Services Hub (DSH) [I0], a cloud-native plat-
form designed for real-time data streaming during the
SAIL2025 event. This multi-tenant environment lever-
ages Apache Kafka [IT] as its central messaging sys-
tem, facilitating the secure exchange of high-volume
data streams. For the SAIL2025 event, we received
real-time crowd count data streams through Kafka
within the DSH infrastructure. These streams con-
sist solely of numerical crowd counts, as pedestrian
count estimation is performed directly at the edge
(edge-computing) by the sensors themselves rather
than transmitting raw images to the server.

Our forecasting module was packaged as a Docker
container and deployed on KPN’s container platform.
The KPN DSH platform provided a managed envi-
ronment for containerized services, including its own
container registry for storing and managing Docker
images. The Dockerized forecasting module was al-
located dedicated resources, specifically 3 CPU cores
and 12.7 GB of RAM, to ensure sufficient computa-
tional power for processing incoming data and execut-
ing the forecasting models efficiently.
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2.3. DIGITAL TWIN

In preparation for the SAIL2025 event, a series of
collaborative Fieldlabs were established, bringing to-
gether public and private stakeholders to address com-
plex safety challenges [12]. These efforts focused on
areas such as smart monitoring, crowd management,
and digital information systems. A key outcome of
this initiative was the development of a digital twin —
an interactive, three-dimensional dashboard that in-
tegrates real-time data from multiple sources. This
system consolidates live information on crowd den-
sities, maritime traffic, visitor and vehicular flows,
meteorological conditions, and emergency services.
The digital twin was specifically designed to support
operational decision-making by professionals, includ-
ing emergency responders, nautical planners, crisis
coordinators, and supervisory personnel.

To support operational decision-making, the crowd
forecasts were integrated into the digital twin envi-
ronment. Although time series graphs would offer the
most effective means of visualizing these forecasts (see,
for example, Figure , platform constraints required
an alternative approach. Instead of displaying the
entire four-hour forecast horizon, three representative
time points were selected: 15 minutes, 2 hours (mid-
point), and 4 hours (full four-hour forecast). For each
of these moments, the median forecast and its associ-
ated uncertainty bounds (upper and lower limits) are
visualized in separate GIS layers. The visualization
employs color-coded rectangles positioned at each sen-
sor location. For each forecasted time point 7', the
maximum predicted value within a temporal window
spanning T'—t to T' 4t is used. These values are nor-
malized into flow estimates and subsequently mapped
to a Level-of-Service (LoS) classification [13], which
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FIGURE 4. Overview of the visualization of crowd forecasts in the SAIL2025 digital twin.
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F1Gure 5. Illustration of the crowd forecasting pipeline.

is then represented by a corresponding color on the
map. An illustrative example is provided in Figure [4

3. METHODOLOGY

The forecasting methodology is designed as an adap-
tive online learning framework, which re-trains daily
to adjust to the evolving crowd dynamics of the event.
The corresponding pipeline is shown in Figure 5] The
pipeline is structured around three principal compo-
nents: a data pre-processing and feature engineering
pipeline (Section 3.1)), a hybrid forecasting model ar-
chitecture (Sectio, and a continuous performance
evaluation strategy consisting of online learning (Sec-
tion and adaptive inference (Section .

3.1. DATA PRE-PROCESSING AND FEATURE
ENGINEERING

The process begins with raw pedestrian count data,
which are received as JSON records from a Kafka
stream. Each record contains a sensor identifier, az-
imuth, timestamps, and pedestrian counts.

The initial pre-processing stage involves parsing
these records, removing any malformed or duplicate
entries, and aggregating the flow counts into contigu-
ous 3-minute intervals for each sensor and azimuth
combination. To ensure data integrity, negative counts
are clipped to zero, and missing values are imputed

with zero. To make the data comparable across sen-
sors and time, the pedestrian count was divided by
the sensor’s effective width and the 3-minute interval
duration to calculate the flow rate in pedestrians per
meter per minute [P m~! min~!].

Following this, a feature engineering pipeline en-
riches the data for model training. This pipeline
constructs several categories of features:

e Temporal Features: Standard time-based variables
are generated, including the hour of the day, minute
of the hour, and a binary indicator for weekend days.

e Lagged Features: To provide the model with recent
historical context, the pedestrian counts from the
preceding two hours (40 time steps) are included as
lag features.

* Rolling Window Statistics: The mean and standard
deviation of flow counts are calculated over histor-
ical windows of 30 minutes, one hour, two hours,
and four hours. These features capture short-term
trends and volatility in pedestrian traffic.

e Exogenous Variables: Current and forecasted
weather data, including temperature, precipitation,
wind speed, and cloud cover, are incorporated as
external regressors.

This comprehensive feature set provides the model
with a diverse view of the conditions influencing crowd
flow.

3.2. FORECASTING MODEL ARCHITECTURE

The core of our methodology is a hybrid model de-
signed for computational efficiency, predictive accu-
racy, and adaptability in a live event setting. We
selected LightGBM [14], a gradient boosting frame-
work, as the primary forecasting model. This choice
was motivated by its ability to handle non-stationary
time series, its computational speed which facilitates
daily retraining, and its capacity to model complex,
non-linear relationships between features [15][16]. Tra-
ditional statistical models such as ARIMA were consid-
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ered unsuitable due to their strict stationarity assump-
tions, which are frequently violated by the dynamic
nature of event crowd flows [8]. Conversely, deep
learning models such as LSTMs were dismissed due to
their extensive data requirements and the high risk of
overfitting on the limited data available during a five-
day event [17], along with their prohibitive training
times for a daily retraining schedule.

The forecasting architecture consists of three main
components:

(1.) A set of Light GBM models trained to produce
point forecasts and prediction intervals.

(2.) A Conformalized Quantile Regression module for
calibrating the uncertainty intervals.

(3.) A Kalman Filter for real-time, adaptive error
correction during inference.

3.3. ONLINE LEARNING AND UNCERTAINTY
CALIBRATION

The model is retrained at the end of each day to
incorporate the latest available data, allowing it to
adapt to shifting patterns as the event progresses. For
each training cycle, the dataset is partitioned into
a training set, a calibration set, and a test set. On the
first day, the calibration and test sets are limited to
four hours of data. From the second day onward, their
sizes are fixed at eight hours each. The calibration
set is held out from training and is used exclusively
for uncertainty calibration.

To generate robust 90 % prediction intervals, we
employ Conformalized Quantile Regression [I8]. This
process involves training three distinct LightGBM
models for each sensor and azimuth:

e A point forecast model optimized using Mean Ab-
solute Error (MAE) loss to predict the median of
the distribution.

e A lower quantile model trained with a quantile loss
function at o = 0.05.

e An upper quantile model trained with a quantile
loss function at o = 0.95.

For operational simplicity, all models share the same
hyperparameters: 500 estimators and a learning rate
of 0.05.

After training, the models predict on the held-out
calibration set to determine the adjustment needed
to achieve the target 90 % coverage. Non-conformity
scores are calculated for each bound. For the lower
bound, the score SZI»OW = Qo.m(ﬂci) — y; measures the
amount the prediction overshoots the true value. For
the upper bound, the score Sf“gh =y — Qo.00(w;)
measures the prediction’s shortfall.

The calibration terms, cjow and cpigh, are then de-
termined by taking the (1 — «) quantile of these scores
on the calibration set. At inference time, these terms
adjust the raw quantile forecasts to produce the final
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calibrated prediction interval [L;, U;]:

Li = Qo.10(%:) — Clow, (1)
Ui = Qo.00(zi) + Chigh- (2)

This procedure widens the initial quantile esti-
mates to ensure the resulting intervals achieve valid,
distribution-free coverage empirically.

3.4. ADAPTIVE INFERENCE

During live operation, new sensor data is processed
through the same feature engineering pipeline used
for training. For each sensor, the three trained models
generate raw point forecasts and quantiles for the
next four hours at a 3-minute resolution. These raw
quantiles are first adjusted using the calibration terms
derived from the conformalization step to produce an
initial point forecast, §:4p, and calibrated prediction
interval bounds, [Lyyn, Upyn).

To correct for real-time deviations not captured by
the model’s features, a final dynamic bias adaptation
step is applied. We formulate this problem using
a linear state-space model, which is solved recursively
with a one-dimensional Kalman Filter. The model
treats the systematic forecast bias as an unobserved
(latent) state that evolves over time. The state-space
representation is defined by two equations:

(1.) The State Equation describes the evolution
of the true bias by, which is modeled as a mean-
reverting autoregressive process: b, = ¢b;_1 + wy,
where w; is the process noise with variance @Q, wy ~

N(0,Q).

(2.) The Measurement Equation links the observed
one-step-ahead forecast error, e, = Actual, — ¥,
to the latent bias: e; = by + vs, where v; is the
measurement noise with variance R, v, ~ N (0, R).

Sensor 1) Q R

G-M-03_ ToSAIL 0.95 0.01 1.0
G-M-02-01__FromSAIL 0.70 0.10 1.0
G-F-03_D 098 0.01 8.0
G-F-04_A 0.90 0.01 16.0

TABLE 1. Optimized Kalman Filter Hyperparameters
for Representative Sensors.

To account for the unique error dynamics at each
location, the filter’s hyperparameters (¢, @, and R)
were tuned for each sensor individually. We employed
a grid search methodology performed on the held-out
calibration set from each daily retraining cycle. This
process ensures that the parameters were optimized
on data not used for training the main model or for
the final performance evaluation. The optimal param-
eters for the representative sensors discussed in this
paper are shown in Table [l} The variation in these
parameters, particularly the higher observation noise
variance (R) for the ferry sensors, reflects the different
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levels of predictability and forecast error volatility
across sensor locations.

As each new observation becomes available, the
calculated error e; serves as the input to the Kalman
Filter, which updates its estimate of the current bias,
I;t|t. This single, scalar value is then used as an ad-
ditive correction factor that shifts the entire forecast
distribution across the 4-hour horizon. The final, bias-
corrected point forecast (§:4p) and prediction interval
bounds ([L¢sn, Uiy n]) are given by:

Tt+h = Yeon + Bt\t» (3)
Liyh = f/t+h + Bt\t» (4)
ﬁt+h = Ut+h + Bt\t (5)
for the forecast horizon h = 1,...,90. This mechanism

enables the system to self-correct and rapidly adapt
to sudden changes in crowd behavior that were not
present in the training data.

3.5. PERFORMANCE EVALUATION

The model’s performance is assessed using different
metrics that evaluate both point forecast accuracy
and the quality of the uncertainty intervals.

Point forecast accuracy is measured by the Mean
Absolute Error (MAE) and the Root Mean Squared
Error (RMSE):

1 n
MAE = — . — il 6
PR (6)

where n is the number of data points, y; is the actual
value, and §; is the forecasted value.

The quality of the prediction intervals is evaluated
based on two criteria: reliability and sharpness. Re-
liability is measured by the Mean Interval Coverage
(MIC), which indicates the proportion of actual values
that fall within the predicted bounds. Sharpness is
measured by the Mean Interval Width (MIW), which
quantifies the average width of the intervals.

1
MIC = — E 1(L; <y; <
C n P ( = yl Ul)) (8)
1 n
MIW = — . — L,
2 (U= L) )

where L; and U; are the lower and upper bounds of
the forecast interval, and 1(+) is the indicator function.

4. RESULTS AND DISCUSSIONS

This section presents a detailed analysis of the adap-
tive hybrid forecasting model’s performance, begin-
ning with a visual representation of the predictions

to provide an intuitive understanding, followed by
a quantitative evaluation.

First, we examine the model’s predictive perfor-
mance as illustrated in the forecast plot (Figure |3).
The figure displays the actual pedestrian flow rate
(black line) alongside forecasts generated by the model
with the Kalman filter (orange line) and without it
(blue line). The shaded areas represent the 90 % pre-
diction intervals for each forecast. Visually, the (me-
dian) forecast incorporating the Kalman filter tracks
the actual data more closely, capturing fluctuations
in pedestrian flow with greater accuracy. The model
demonstrates a consistent ability to follow the gen-
eral trend, despite difficulties in capturing short-term
fluctuations and local maxima.

In addition, the 90 % prediction interval conveys the
uncertainty associated with the forecasts, with wider
intervals indicating higher uncertainty. While the
median point estimates capture the general trend, the
relatively wide prediction intervals shown in Figure
highlight the inherent uncertainty in the forecasts in
this case. Therefore, the median point forecasts should
be interpreted with caution when used to support
operational decision-making. Moreover, depending
on the operational needs, if the goal of the forecast
is to avoid missing potential crowd peaks, the upper
bound of the 90 % prediction interval can serve as an
additional reference point, complementing the median
point estimates.

To quantitatively validate these visual observations,
the model’s overall performance is summarized in
Table [2| which presents the average results for four
distinct sensors. The table reflects the model’s daily
performance, calculated by averaging the results from
each day’s test set after the model was retrained on
new data from that day. The standard deviation is
included to show the variability in performance across
the event’s different days. The most notable improve-
ment was for the pedestrian sensor G-M-03_ ToSAIL,
whose MAE fell from 2.42 to 2.23, a 7.7 % reduction.
This was accompanied by a corresponding 6.7 % de-
crease in RMSE from 2.83 to 2.64. For the other sen-
sors, the gains in accuracy were more modest but still
consistently positive. This demonstrates the Kalman
filter’s role in adaptively correcting for short-term
forecast bias.

The results for uncertainty quantification reveal
a critical trade-off between forecast sharpness and reli-
ability. Before the Kalman correction, the Conformal-
ized Quantile Regression method was highly effective,
producing 90 % prediction intervals that met or sub-
stantially exceeded the target coverage level. Notably,
sensor G-F-03_ D achieved a near-perfect MIC of 1.00.
After applying the Kalman Filter, the prediction inter-
vals were consistently sharpened, with the MIW being
reduced across the board. For instance, the interval
width for G-M-03_ToSAIL narrowed by 1.9 %.

However, this increased precision came at a notable
cost to reliability. The MIC, which measures how
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Sensors MAE MAE RMSE RMSE MIC MIC MIW MIW
W/o With W/o With W/o With W/o With
Kalman Kalman Kalman Kalman Kalman Kalman Kalman Kalman
G-M-02-01_FromSAIL 4.81 & 4.70 £ 5.70 &+ 5.59 &+ 0.88 &+ 0.79 + 16.43+ 16.26 &
2.33 2.34 2.31 2.35 0.14 0.22 4.18 4.23
G-M-03_ ToSAIL 2.42 + 2.23 + 2.83 + 2.64 + 0.86 = 0.84 + 1098 &+ 10.77 &+
1.31 1.20 1.37 1.27 0.25 0.24 4.84 4.69
G-F-03_D 3.60 &+ 3.53 £ 4.73 + 4.69 + 1.00 + 0.86 = 23.13+ 22.86 +
1.14 1.16 1.54 1.54 0.01 0.20 2.87 2.93
G-F-04 A 3.35+ 3.34 + 4.81 + 4.79 + 0.98 + 0.75+ 20.12+ 20.09 &+
1.24 1.25 1.79 1.79 0.03 0.24 3.37 3.37

TABLE 2. Average daily performance (mean + standard deviation) across four sensors, with and without Kalman

filtering.

often the actual value falls within the predicted range,
decreased for every sensor. For two sensors (G-F-
04__A and G-M-02-01_ FromSAIL), the coverage fell
below the 90 % target. The most significant impact
was on the ferry sensor G-F-04__A, where the MIC
dropped from 0.98 to 0.75, a substantial drop of 23
percentage points. Similarly, the MIC for sensor G-
M-02-01_ FromSAIL fell from 0.88 to 0.79.

This highlights that while the additive correction
from the Kalman Filter improves the central point
forecast, it can inadvertently shift the entire calibrated
interval away from the true value, thereby compromis-
ing the guaranteed coverage level that conformaliza-
tion is designed to provide.

4.1. LIMITATIONS

Despite the model’s overall effectiveness, several limi-
tations were identified.

A primary operational constraint was the computa-
tional resource power available, which limited model
retraining to a daily cycle. While this approach works
well for both main flow and ferry sensors, the model’s
calibration can drift at a few sites when local dynam-
ics, such as sudden disruptions, change faster than
this daily retraining schedule can adapt.

A specific example of this challenge was observed
with the G-F sensors, which monitor ferry terminals.
Pedestrian flow at these locations is heavily influenced
by ferry schedules, resulting in sharp, periodic traf-
fic peaks. The model, which lacked access to the
ferry timetable, struggled to precisely predict these
schedule-driven surges, especially when the high crowd
volume disrupted or when timetables were altered dur-
ing the event.

Furthermore, a methodological limitation involves
the trade-off introduced by the Kalman Filter. While
it successfully reduced the average forecast error in
most cases, its simple additive correction sometimes
harmed the calibration of the prediction intervals. By
shifting the entire forecast distribution, the filter oc-
casionally moved the interval boundaries away from
the actual observed value, resulting in coverage be-
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low the desired 90 % threshold. This suggests that
a more advanced error correction mechanism is needed
to adjust the point forecast and the interval width
independently.

Finally, the system is fundamentally dependent on
the continuous availability and quality of sensor data.
Any sensor malfunction or data transmission failure
would directly degrade forecast quality at that lo-
cation. Although the model is designed for online
learning with daily retraining, it may still be slow
to adapt to sudden, unprecedented shock that oc-
cur within a single day and fall outside the patterns
learned from previous days. Although the Kalman
Filter provides a degree of short-term adaptation, its
influence is limited to correcting immediate bias rather
than understanding unique crowd flows.

4.2. FUTURE WORKS

Based on the results and limitations, several research
directions for future work can be pursued to enhance
the framework.

First, to address the issue of calibration drift be-
tween daily updates, the real-time error correction
component could be made more sophisticated. In-
stead of a standard Kalman Filter, more advanced
variants or dedicated concept drift adaptation algo-
rithms could be implemented. These methods may be
better suited to real-world event implementation, as
they are designed to detect and respond more robustly
to changes in the underlying data distribution, which
is common in live events.

Second, given the challenge of operating without
historical data, other frameworks designed for the
“cold-start” forecasting problem should be investigated.
Exploring frameworks that require less or no historical
data, such as zero-shot or few-shot learning methods,
could further improve performance at the very begin-
ning of an event, before a substantial amount of live
data has been collected.

Third, the current approach treats each sensor’s
data stream independently. A promising direction
would be to develop models that can learn the spatial
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and temporal relationships between different sensors.
Techniques such as graph neural networks could be
employed to model the sensor network as a graph,
potentially improving forecast robustness and allowing
the model to infer crowd flows even if some sensors
temporarily fail.

Finally, integrating a wider range of external data
sources could provide a richer context. Explicitly
including ferry and public transportation schedules,
checkouts at train stations, shared mobility, and park-
ing garage occupancy would directly address a key
limitation. Other data, such as social media activity
and event schedules, could provide further insights
into crowd behavior and improve the model’s predic-
tive power.

5. CONCLUSIONS

Reliable and accurate crowd forecasting is essential for
effective crowd management, especially during large,
infrequent events such as SAIL2025. In this study,
we introduce a hybrid adaptive Al model for crowd
forecasting that combines Light GBM for robust and ef-
ficient forecasting, Conformalized Quantile Regression
for calibrated uncertainty estimation, and a Kalman
Filter for adaptive error correction. The model is
deployed in an online learning fashion with continu-
ous daily retraining, using sensor crowd counts. The
model is running on a dedicated Data Services Hub,
while the results (the crowd forecasts) are visualized
in a dedicated digital twin for SAIL2025.

Despite the data scarcity, cold-start challenge, and
highly fluctuating crowd dynamics, the model demon-
strates an overall satisfactory prediction accuracy and
uncertainty estimates. Several lessons from the SAIL
event can help improve future planning and operation
of similar events. Although advanced Al forecasting
models offer many possibilities, the data limitation
presents a critical bottleneck to fully utilize these
potentials. For future large-scale event preparation,
forecasting performance can be significantly enhanced
by collecting crowd data from similar but more fre-
quent large gathering events and by installing sensors
at critical locations in pedestrian networks during
the event to ensure comprehensive coverage of major
crowd flows. Moreover, the models could benefit from
other data sources, such as parking occupancy for
cars, bicycles, and micro-mobility, use and schedules
of public transport (including ferries), and the event
calendar. These features will increase the insights
into the functioning of the total traffic system dur-
ing the event. Nevertheless, the integration of crowd
forecasting with the digital twin and the KPN data
service hub demonstrated the potential offered by
a holistic technical platform for more effective crowd
management.

The methodologies and findings presented in this
paper offer valuable insights for crowd forecasting at
other large-scale, infrequent public events, such as the
Olympic Games, FIFA World Cups, and the Hajj.
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