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ABSTRACT. Accurate forecasting of visitor crowd count enables crowd safety managers to anticipate
potential risks, deploy personnel strategically, and implement timely interventions. Using The Hague
Beach in the Netherlands as a case study, this research develops a probabilistic framework that produces
14-day, hourly crowd forecasts. The study benchmarks three uncertainty-quantification methods:
Quantile Regression (QR), Split Conformal Prediction (CP), and Conformalized Quantile Regression
(CQR), applied to three base forecasting models: a seasonal weekly naive model, Light GBM, and
the Temporal Fusion Transformer (TFT). Results show that conformalization markedly improves
calibration over standard QR. CQR achieves near-nominal coverage while producing narrower, more
adaptive prediction intervals than Split CP. The combination of TFT with CQR yields the best
overall distributional accuracy, offering a practical and robust tool for proactive crowd management in
a dynamic beach environment.
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1. INTRODUCTION

Effective crowd management is critical for ensuring
public safety, optimising the deployment of municipal
resources such as safety personnel and first-aid ser-
vices, and enhancing visitor experiences. The ability
to accurately and reliably forecast crowd sizes is fun-
damental to this effort. For a tourist destination like
Hague Beach (also known as Scheveningen Beach) in
the Netherlands, a 14-day hourly visitor count fore-
cast provides crucial information for mid-term tactical
planning. Over this timeframe, crowd safety managers
must make decisions about staffing levels, logistical
needs, and security arrangements [1].

While simple point forecasts of crowd numbers are
helpful, they do not capture the inherent uncertainty
in future visitor numbers and can be misleading. For
mid-term tactical planning, such as a 14-day hourly
forecast, understanding this uncertainty is critical for
decision-making. For instance, knowing the plausible
range of visitor numbers allows a manager to prepare
for a worst-case scenario, preventing understaffing on
an unexpectedly busy day, while also avoiding the
unnecessary cost of over-staffing on a quiet day. This
moves planning from being reactive to a single, likely
incorrect number, to being proactively prepared for
a range of realistic outcomes.

The challenge of crowd forecasting has spurred a sig-
nificant evolution in modeling techniques. Early re-
search established a foundation in physically-inspired,
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agent-based models that captured emergent phenom-
ena like lane formation but were often difficult to apply
to large-scale, data-driven forecasting [2,[3]. Statistical
methods like ARIMA were later adopted but struggled
to incorporate the complex, non-linear influence of
exogenous factors like weather and public holidays [4].
The advent of machine learning brought more pow-
erful algorithms, such as Gradient Boosted Decision
Trees (GBDTs), and in the last decade, deep learning
has become the dominant paradigm. Architectures
like Recurrent Neural Networks (RNNs) and Long
Short-Term Memory (LSTM) models improved the
modeling of sequential pedestrian data [4H6]. More
recently, attention-based models like the Temporal
Fusion Transformer (TFT) have set a new state-of-
the-art, offering an architecture specifically designed
for multi-horizon forecasting that can dynamically
identify salient variables and learn complex temporal
patterns [7].

However, even with advanced models, generating
accurate point forecasts is only half the challenge. For
decision-making, quantifying the uncertainty around
these forecasts is equally critical. While Bayesian
models offer a principled framework for uncertainty
estimation through posterior distributions, their prac-
tical adoption in complex, dynamic systems such as
crowded pedestrian environments remains limited.
Bayesian approaches provide a principled route to
uncertainty estimation by specifying a probabilistic
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model, including a likelihood and prior distributions,
and deriving a posterior predictive distribution. In
our setting, the practical challenge lies in specifying
and fitting a model that adequately captures non-
stationary, weather-sensitive, and operationally het-
erogeneous crowd dynamics. For example, Bayesian
spatio-temporal models have been used to map ur-
ban pedestrian traffic, but parameter estimation be-
comes increasingly challenging under dense, noisy con-
ditions [§]. Similarly, Bayesian behavioural models for
live crowd simulation show promise but remain com-
putationally expensive for real-time forecasting [9].
Moreover, the computational burden of sampling-
based methods (e.g., Markov Chain Monte Carlo)
scales poorly with model dimensionality and tempo-
ral dependencies, limiting feasibility for large-scale
or real-time inference. A more common approach
is Quantile Regression (QR), a method that can be
integrated directly into models like Light GBM and
TFT to produce prediction intervals. Unfortunately,
QR’s theoretical coverage guarantees are asymptotic,
meaning they often fail to hold in practice with finite
datasets [10]. This miscalibration leads to intervals
that are either too narrow, where the actual crowd
count frequently falls outside the predicted range, cre-
ating a false sense of reality and posing safety risks, or
too wide to be useful, offering a range so broad that
it provides no actionable guidance.

To address this critical reliability gap, our study
leverages Conformal Prediction (CP). This model-
agnostic framework mathematically adjusts a fore-
casting model’s outputs to produce prediction inter-
vals with trustworthy, guaranteed finite-sample cover-
age [10]. The most common variant, Split Conformal
Prediction, provides this guarantee but at the cost of
producing symmetric, fixed-width intervals that are
not adaptive to changing uncertainty [I1]. A more ad-
vanced technique, Conformalized Quantile Regression
(CQR), was developed to overcome this by blending
the adaptive, input-aware intervals of QR with the
rigorous calibration guarantees of CP [12]. This po-
sitions CQR as a promising solution for producing
forecasts that are both reliable and sharp.

In this paper, we make the following contributions:

e We conduct a comprehensive benchmark of uncer-
tainty quantification methods, including Quantile
Regression, Split Conformal Prediction, and Con-
formalized Quantile Regression, to determine the
most effective approach for producing reliable prob-
abilistic crowd forecasts.

e We apply these methods to a range of machine learn-
ing and deep learning models (Light GBM and Tem-
poral Fusion Transformer), to demonstrate their
performance gains.

e We evaluate performance using metrics that assess
whether the forecast’s crowd numbers fall within
the predicted range of actual values and the width
of that range, for effective planning.

e We demonstrate, through the Hague Beach case
study, a practical and robust framework for gener-
ating trustworthy probabilistic crowd forecasts to
support real-world crowd management.

The remainder of this paper is organised as fol-
lows. Section 2] details the methodology, outlining the
problem formulation, the forecasting models, and the
uncertainty quantification techniques employed. Sec-
tion [3| describes the experimental setup, including the
dataset, features, and evaluation strategy. Section [
presents and discusses the empirical results. Finally,
Section [5| concludes the paper with a summary of the
findings and their practical implications for crowd
management.

2. METHODOLOGY

This section details the problem formulation (Sec-
tion [2.1)), the selected base forecasting models (Sec-
tion , and the uncertainty quantification methods
(Section used to generate and calibrate the prob-
abilistic forecasts.

2.1. PROBLEM FORMULATION

The primary objective of this study is to generate
multi-horizon, probabilistic forecasts for a univariate
time series of visitor counts, conditioned on its histor-
ical data, and a set of relevant external covariates.

Let y; € R>( denote the observed visitor count at
a discrete time step ¢. Let x; € R? be a corresponding
d-dimensional vector of exogenous covariates known at
time ¢. These covariates include both static features
(e.g., day of the week) and dynamic, time-varying fea-
tures (e.g., temperature, precipitation forecasts) [13].
The goal is to produce a probabilistic forecast for the
next H time steps, {Yei1, Yet2, -« YttH }-

Formally, at a given forecast origin ¢, we aim to
estimate the conditional predictive distribution of fu-
ture visitor counts, given the historical observations
of both the target series and the exogenous covariates,
as well as any known future exogenous covariates (e.g.,
future time, forecasted weather, etc.). This can be
expressed as:

P(yt+1:t+H|y1:taX1:t+H);

where y1.; and xj..ypg represent the history of the
target variable and the full history and future of the
available covariates, respectively.

In practice, instead of modeling the full distribution,
our goal is to construct prediction intervals. A pre-
diction interval provides a range that is expected to
contain the actual future value with a certain prob-
ability. This probability is known as the nominal
coverage level, denoted by 1 — . The value a € (0,1)
represents the acceptable miscoverage rate.

A 1 — a-prediction interval is constructed from two
specific quantile forecasts: a lower bound forecast,
G*/2, and an upper bound forecast, ' ~*/2. For a 90 %
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interval (a = 0.1), this corresponds to the 5% per-
centile (7 = 0.05) and the 95" percentile (7 = 0.95)
of the predicted distribution.

To provide maximum flexibility and to allow for
more thorough evaluation, our models are trained
to predict a rich set of quantiles simultaneously,
not just the two required for a single interval.
We aim to predict a set of K quantile values
Qivh = qhn> 9.5, for each future time step
t+h. The number and specific levels of these quantiles
(e.g., from 0.01 to 0.99) are modeling choices. This
approach is powerful for two reasons:

(1.) It allows us to construct any desired prediction
interval (e.g., 50 %, 80 %, 90 %) from a single model
output without retraining.

(2.) It enables the use of comprehensive evaluation
metrics like the Weighted Interval Score (WIS) and
CRPS, which assess the quality of the entire pre-
dicted distribution, not just a single interval.

The main task is therefore to generate these quantile
predictions such that they are not only sharp but also
the empirical coverage of the resulting intervals aligns
with the nominal coverage level 1 — a.

2.2. FORECASTING MODELS

To serve as the foundation for our uncertainty quantifi-
cation methods, we employ the set of three forecasting
models. These models were selected to span a spec-
trum of complexity, from a simple heuristic baseline to
a state-of-the-art deep learning architecture, allowing
us to evaluate the impact of model choice on the final
probabilistic forecast quality.

Seasonal Naive: The Seasonal Naive model serves
as a fundamental, non-parametric baseline against
which more sophisticated methods can be compared.
For seasonal time-series data, it provides a forecast
by extrapolating the value from the same point in the
previous seasonal cycle. Given a seasonal period s,
the forecast for time ¢+ h is simply the observed value
at time ¢t + h — s. For this study, with hourly data ex-
hibiting weekly patterns, s is set to 168 hours (7 days).
This model has no trainable parameters and serves to
establish a minimum performance benchmark.

Light GBM: We select the Light GBM [14] model
known for its computational efficiency and its abil-
ity to model complex, non-linear relationships within
tabular datasets [I5] . It constructs an ensemble of
decision trees sequentially, with each new tree cor-
recting for the errors of its predecessors. We utilize
Light GBM for both point and quantile forecasting.
For point forecasting, the model is trained to minimize
the Mean Absolute Error (MAE). For probabilistic
forecasting, it is configured to predict specific quan-
tiles by directly optimizing the pinball loss function
for each target quantile.

Temporal Fusion Transformer: The Temporal
Fusion Transformer [16] is employed as a state-of-
the-art deep learning model specifically designed for
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multi-horizon time-series forecasting. Its architecture
combines recurrent and attention-based components.
In particular, TF'T uses an encoder-decoder backbone
with LSTM layers to capture local and short-term
temporal dynamics in the historical sequence, while
an interpretable multi-head attention mechanism mod-
els longer-range temporal dependencies and focuses
on the most relevant time steps. In addition, Vari-
able Selection Networks based on Gated Residual
Networks and Gated Linear Units allow the model to
identify and weight the most informative static and
time-varying covariates. This hybrid design makes
TFT well-suited to forecasting visitor counts under
changing temporal and exogenous conditions. As with
LightGBM, we train the TFT for both point and prob-
abilistic forecasting. Point predictions are generated
by minimising the MAE loss, while quantile predic-
tions are produced by minimising the Multi-Quantile
Loss (MQLoss), defined as the sum of pinball losses
over a comprehensive set of target quantiles.

2.3. UNCERTAINTY QUANTIFICATION METHODS

We evaluate three distinct strategies for generating
prediction intervals using our base models. These
methods range from a direct, uncalibrated approach
(QR) to two variants of conformal prediction (Split CP
and CQR) that provide formal coverage guarantees.

Quantile Regression (QR): QR serves as our
baseline probabilistic forecasting method. The Light-
GBM and TFT models are trained using QR to di-
rectly output a range of quantiles (e.g., from the 15¢
to the 99" percentile) by minimizing the pinball loss
or Multi-Quantile Loss objective function. The pre-
diction interval for a nominal coverage level of 1 — «
is formed directly by taking the predicted «/2 and
1 — a/2 quantiles. No further post-processing or cali-
bration is applied to these intervals.

Split Conformal Prediction (Split CP): Split
CP method generates calibrated prediction intervals
from the point forecasts of a base model. The method
is model-agnostic and provides marginal finite-sample
coverage under approximate exchangeability between
the calibration and test samples. The procedure is as
follows:

(1.) A base model (e.g., TFT trained with MAE loss)
is trained on a proper training set, Dirain.

(2.) The trained model is used to make point pre-
dictions, §;, for all samples (x;,y;) in a held-out
calibration set, De,1.

(3.) Non-conformity scores are computed on Dg,;. In
this study, we use the absolute residual score,

si = |yi — Gil- (1)

(4.) Let neay = |Deall, and let s1) < 0 S S(nea)
denote the sorted calibration scores. For a target
miscoverage level «, the conformal correction is
defined as

4 = 5([(nem+1)(1-a)])- (2)



VOL. 57/2026

Probabilistic time-series crowd forecasting at The Hague Beach

(5.) For a new test point X with prediction fest,
the final prediction interval is given by [fiest —
4, Utest + ¢]. This method produces symmetric,
fixed-width intervals. Since visitor counts are non-
negative, the lower bound is clamped at zero.

Split CP with the absolute-residual score applies
a single conformal correction to all future points and
therefore produces fixed-width intervals. This does
not explicitly adapt to temporal heteroscedasticity,
so intervals may be overly conservative during stable
periods and insufficient during volatile periods. In
addition, the classical conformal coverage guarantee
requires exchangeability between calibration and fu-
ture samples. Because this assumption can be violated
in time-series settings with temporal dependence or
distribution shift, the guarantee should be interpreted
with caution in our application. This motivates our
evaluation of CQR, which preserves feature-dependent
interval widths before conformal calibration.

Conformalized Quantile Regression (CQR):
This more advanced technique refines the intervals
produced by a quantile regression model to ensure
valid coverage while retaining adaptivity. It combines
the heteroscedasticity-aware intervals from QR with
the rigorous guarantees of CP. The procedure is as
follows:

(1.) A quantile regression model (e.g., TFT trained
with MQLoss) is trained on Dipain to produce lower
and upper quantile estimates, [§io, 9ni], for a target
coverage 1 — a.

(2.) The model predicts these interval bounds for all
samples in the calibration set Dca).

(3.) A set of non-conformity scores S is computed
on D.,. The score measures the extent to which
the true value y; lies outside its predicted interval:
s; = max(Yioi — Yi»Yi — Ihiyi)-

(4.) As with Split CP, § is calculated as the appropri-
ate quantile of the calibration scores in S.

(5.) For a new test point, the final, calibrated predic-
tion interval is formed by symmetrically widening
the initial quantile forecast: [Jio test — G, Tni,test + G-
The lower bound is again clamped at zero.

CQR has the distinct advantage of producing intervals
whose widths are adaptive to the input features, in
contrast to the fixed-width intervals generated by
Split CP. This allows for narrower intervals during
periods of low uncertainty and wider intervals when
uncertainty is high.

3. EXPERIMENTAL SETUP

This section outlines the framework for evaluating the
performance of the different probabilistic forecasting
methods. We describe the dataset and features (Sec-
tion , our evaluation strategy (Section , model
configuration (Section , and the specific metrics
(Section used for assessment.

3.1. DATASET AND FEATURES

The study utilises a visitor crowd count dataset gener-
ated by RESONO E|, comprising hourly visitor counts
for Hague Beach, Netherlands, collected from 01 April
2021 to 17 November 2023. This dataset serves as
a proxy for crowd counts, derived from aggregated and
anonymised location data from mobile applications on
devices of users who have given their consent [I7]. The
data is collected by counting devices that share opt-
in location data through apps in RESONO’s mobile
panel and is then scaled using a statistical model to
estimate the total number of visitors [17]. It is essen-
tial to acknowledge the limitations of this data. The
counts are estimates and do not reflect the real-time
pedestrian crowd. The accuracy of these estimations
can be influenced by several factors, including the per-
centage of visitors using mobile devices, the number
of apps that provide location data, the presence of in-
ternational visitors, and individuals carrying multiple
devices [17].

The data is enriched with a comprehensive set of

exogenous variables known to influence visitor traf-
fic [18]:

e Calendar Features: These include temporal indi-
cators such as the hour of the day, day of the week,
day of the year, and month. Binary flags are also
included to denote weekends and Dutch national
holidays, capturing predictable, recurring patterns
in visitor behavior.

e Weather Features: As visitor presence at a beach
is highly dependent on meteorological conditions,
we incorporate several weather variables collected
from the Royal Netherlands Meteorological Insti-
tute, Netherlands. These include past and future
(forecasted) temperature (°C), precipitation rate
(mmh~1), wind speed (ms~!) and cloud cover (%).

The final dataset consists of a time-stamped, hourly
record of visitor counts and their associated calendar
and weather features.

3.2. EVALUATION STRATEGY:
ROLLING-WINDOW CROSS-VALIDATION

To ensure a robust and unbiased assessment of out-of-
sample performance, we adopt a fixed data-splitting
strategy (75 % for training, 10 % for calibration, and
15 % for testing) based on strict chronological order.
This approach prevents any leakage of future informa-
tion into the model’s training or calibration phases.

The dataset is partitioned into three contiguous,
non-overlapping sets:

o Training Set: Comprises 17,273 hourly observations
(~2 years), used exclusively for training the base
forecasting models. To generate training samples,
we use a sliding window technique. An input win-
dow of 336 historical hours (the look-back period of
14 days) and its corresponding features are used to

Thttps://reso.no/
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predict the subsequent 336 hours (the forecast hori-
zon). This window is moved forward with a stride
of 1 hour across the entire training set to create
a comprehensive set of training examples.

o Calibration Set: A subsequent set of 2398 hourly
observations (~3.5 months), held out exclusively
for the calibration step of the conformal prediction
methods (i.e., to compute the non-conformity quan-
tile, §). The base models are never trained on this
data.

o Test set: The final set of 3360 hourly observa-
tions (~5 months), used for the final evaluation
of all methods. The models are not exposed to
this data during either training or calibration. To
evaluate performance, we generate sequential, non-
overlapping forecasts across this set. The model
first predicts the initial 336 hours. The next fore-
cast is for the subsequent 336 hours and so on. This
is equivalent to moving the forecast window with
a stride equal to the horizon length (336 hours),
ensuring that each point in the test set is forecasted
exactly once.

The base forecasting models are trained once on the
training set. For Split CP and CQR, the conformal
calibration quantity is then computed once on the cal-
ibration set. During testing, the same trained model
and the same calibration quantity are reused for all
non-overlapping 336-hour forecast blocks. Thus, the
rolling procedure refers only to the movement of the
forecast origin across the test period and does not
involve repeated retraining.

The final performance metrics reported in Section [4]
are aggregated over all the non-overlapping forecast
blocks in the test set. This evaluation protocol pro-
vides a realistic and unbiased estimate of the models’
expected performance in a real-world deployment sce-
nario where a trained model is used to make future
predictions.

3.3. HYPERPARAMETER CONFIGURATION

For reproducibility, we summarize the final model con-
figurations used in the experiments. For Light GBM,
we used n__estimators=800, learning_ rate=0.05, sub-
sample=0.9, colsample_ bytree=0.9, max_ depth=-—1,
num_ leaves=255, min_ child samples=20, and
reg lambda=1.0. The same structural hyperpa-
rameters were used across the Light GBM variants,
with the training objective specified according to
the forecasting task. For TFT, we used a hidden
size of 128, 4 attention heads, 5 LSTM layers, ReLU
activation in the gated residual networks, attention
dropout of 0.0, and dropout of 0.1. Training used the
Adam optimizer with learning rate 1073, batch size
32, standard scaling, random seed 1, a maximum of
1000 training steps, and early stopping patience of
200 steps. For point forecasting, TFT was trained
with MAE loss, while the probabilistic variant used
the multi-quantile loss. The same architectural and
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training hyperparameters were used throughout the
reported experiments, with the prediction objective
adjusted according to the forecasting task. The
calibration and test sets were reserved strictly for
conformal calibration and final evaluation and were
not used to adjust model hyperparameters.

3.4. EVALUATION METRICS

We evaluate the quality of the probabilistic forecasts
based on three primary criteria: reliability, sharpness,
and overall distributional accuracy. These criteria are
assessed using a set of established scoring rules for
a target nominal coverage level of 1 — « (we use 90 %,
(o = 0.1)). Because visitor counts are restricted to
non-negative values, replacing negative lower bounds
with zero for operational interpretability removes only
impossible outcomes and therefore leaves empirical
coverage unchanged. All reported metrics are com-
puted on these final support-respecting intervals.

3.4.1. RELIABILITY

Reliability, or calibration, measures whether the em-
pirical coverage of the prediction intervals matches
the specified nominal level.

e Mean Interval Coverage (MIC): This is the
primary metric for reliability. It is the percentage
of true observations that fall within their predicted
(1 — «) intervals. For a well-calibrated forecast,
the MIC should be close to the nominal level (e.g.,
0.90 for a 90 % interval).

3.4.2. SHARPNESS

Sharpness refers to the width of the prediction inter-
vals. For a given level of reliability, narrower intervals
are more informative and thus preferred.

e Mean Interval Width (MIW): This metric mea-
sures the average width of the prediction intervals.
MIW is a measure of sharpness only and does not
account for reliability. It is only meaningful when
considered alongside a coverage metric like MIC.
A model could achieve a very low (good) MIW by
producing overly narrow intervals that consistently
fail to cover the true value, which would be reflected
by a poor (low) MIC score.

3.4.3. COMBINED SCORE FOR A SINGLE INTERVAL

To avoid the need to evaluate reliability and sharpness
separately, composite scores have been developed that
penalize for both miscalibration and excessive width.

e Winkler Score: This is a comprehensive score
that provides a single number to assess the quality
of a specific (1 — «) interval. It is not redundant
with MIC and MIW; rather, it formalizes the trade-
off between them. The score starts with the interval
width (MIW) and adds a steep penalty for any ob-
servation y that falls outside its predicted interval
[l,u]. The penalty is proportional to how far the
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Base Model Method CRPS WIS MIC @90 MIW @90 Winkler Score @90
Seasonal Naive Split CP 1663 1790 0.90 4573 14963
Light GBM Split CP 1600 1721 0.75 6 060 14243
Light GBM QR 1317 1410 0.52 3757 8944
Light GBM CQR 1252 1336 0.87 5284 6990
TFT Split CP 1169 1267 0.65 3984 14017
TFT QR 769 837 0.65 1235 10374
TFT CQR 749 808 0.83 2209 7638

TABLE 1. Test—set comparison of probabilistic crowd forecasts across base models and uncertainty methods. The
MIC, MIW, and Winkler Scores are evaluated at the 90 % nominal level (o = 0.10). For all metrics except MIC,
lower is better (]); the ideal MIC is 0.90. Best values are in bold.

observation is from the violated bound. This el-
egantly combines sharpness (the MIW term) and
reliability (the penalty term) into one value. Lower
scores are better. It is defined as:

Score = (u—1) + 2(l —y)L(y < 1) + 2(y —w)1(y > u), (3)
where 1(-) is the indicator function.

3.4.4. SCORES FOR THE FULL PREDICTIVE
DISTRIBUTION

In addition to evaluating a single interval (e.g.,

at 90 %), it is important to assess the quality of the

entire predicted distribution across all possible out-

comes.

e Weighted Interval Score (WIS): The WIS gen-
eralizes the Winkler score to evaluate the full distri-
bution. It is calculated by taking a weighted aver-
age of Winkler scores across multiple intervals (e.g.,
50 %, 80 %, 90 %, 95 %, etc.). This provides a sin-
gle, robust measure of overall probabilistic accuracy,
rewarding forecasts whose predicted distributions
are both close to the true value and well-calibrated
across their entire range. The target value is to
minimize this score; lower is better. It is calculated
as:

WISal,‘.v,aK(R y) = m

(0.5 - AE(y)
K (4)
+ kz_l ;WinklerScoreak> )

where AE is the Absolute Error of the median fore-
cast and the sum is over K different interval levels.

e Continuous Ranked Probability Score
(CRPS): The CRPS is another proper scoring rule
that evaluates the entire predictive distribution,
but it does so without reference to specific
intervals. It adds value by providing a probabilistic
generalization of the Mean Absolute Error (MAE).
It measures the difference between the forecast’s
cumulative distribution function (CDF), F, and
the empirical CDF of the observation y. It provides
a single, comprehensive score that rewards forecasts
for being both sharp (low variance in the CDF)

and well-calibrated. Like the other scores, lower
values are better. It is formally defined as:

oo

CRPS(F, y) / (F(z)— H(z—y)2dz, (5)

— 00

where H is the Heaviside step function.

4. RESULTS AND DISCUSSION

This section presents the results of our experiments,
comparing the performance of QR, Split CP and CQR
across our three base models: Seasonal Naive, Light-
GBM, and TFT. We evaluate reliability (calibration)
and efficiency (sharpness) and interpret the conse-
quences for 14-day hourly crowd forecasting at the
Hague beach.

4.1. OVERALL PERFORMANCE

Table[l]summarizes distributional scores (CRPS, WIS)
and interval scores (MIC, MIW, Winkler) on the held-
out test period.

First, conformalization consistently improves the
reliability—efficiency trade-off relative to uncalibrated
QR. With Light GBM, CQR increases empirical cover-
age at the 90 % level from 0.52 (QR) to 0.87 (CQR;
+0.35), reducing the Winkler score by 22 % (from 8 944
to 6990). A similar pattern holds for TFT as CQR
raises MIC from 0.65 to 0.83 and lowers the Winkler
score by 26 % (from 10374 to 7638).

Second, among all model-method combinations,
TEFTH+CQR delivers the best overall distributional ac-
curacy, achieving the lowest CRPS (749) and WIS
(808). This indicates superior probabilistic calibra-
tion across quantiles, not only at a single nominal
level. Light GBM+CQR also performs strongly, rank-
ing second best on CRPS and WIS.

Third, while Split CP achieves acceptable coverage
in several cases (e.g., TFT: MIC 0.82; Light GBM:
MIC 0.75), it pays for this with substantially wider,
non-adaptive intervals. At the 90 % level, CQR nar-
rows TFT intervals by 45 % compared to Split CP
(MIW: 2209 vs. 3984) and by 13 % compared to Light-
GBM intervals (5284 vs. 6060), yet remains better
calibrated than QR. Seasonal Naive with Split CP
provides near-nominal coverage (MIC 0.90) but at the
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FIGURE 1. Reliability (coverage) curve showing em-
pirical coverage versus the nominal level.

cost of very wide intervals (MIW 4 573) and the higher
Winkler score (14 963), underscoring the importance
of a strong base forecasting model.

The seasonal naive model achieves near-nominal
MIC and a competitive MIW because weekly season-
ality is strong and Split CP adds a global calibration
margin that is sufficiently wide on average. However,
the Winkler score also penalizes the magnitude of
interval violations. When unusual peaks occur, the
seasonal naive model cannot adapt to weather, holi-
days, or other exogenous effects, so observations that
fall outside the interval often do so by a large amount.
Light GBM + CQR produces more context-sensitive
intervals, which reduces the severity of these misses
and therefore yields a substantially lower Winkler
score.

4.2. RELIABILITY ANALYSIS

Figure [1] plots empirical coverage as a function of the
nominal level (a). The dashed line indicates ideal
calibration. For both LightGBM and TFT, uncal-
ibrated QR produces empirical coverage far below
the nominal target, particularly at higher nominal
levels (e.g., at 0.9, TFT-QR and TFT-CP achieve
only ~ 0.60-0.65). This confirms that the asymptotic
guarantees of QR do not translate into finite-sample
reliability in this application. Both CQR and Split CP
track the ideal line substantially better than QR across
the full range of nominal levels. CQR is especially
close to the target in the medium-to-high coverage
regime for both Light GBM and TFT, reflecting the
benefit of adjusting heteroscedastic, input-dependent
quantiles using calibration residuals. Split CP also
improves calibration, but its intervals are uniform in
width and therefore less adaptive (Section .

Overall, the coverage curves corroborate the tabu-
lated MIC values: conformalization is necessary for
reliable intervals, and CQR provides the most reliable

calibration without resorting to overly conservative
bands.
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FIGURE 2. Sharpness, measured by Mean Interval
Width (MIW) versus nominal level.

4.3. SHARPNESS AND EFFICIENCY

While reliability is essential, prediction intervals must
also be sharp (i.e., narrow) to be practically useful.
Figure |2| shows how the mean interval width grows
with the nominal level. At any fixed coverage, CQR
yields consistently narrower intervals than Split CP
for the same base model. The gap widens with TFT
precisely where model-based quantiles are most infor-
mative. For the 90 % level, TFT-CQR. reduces MIW
by 1775 visitors per hour compared to TFT-Split
CP (2209 vs. 3984), while maintaining comparable
coverage (Table [T]).

TFT-QR attains the smallest MIW (1235 at the
90 % level) but severely under-covers (MIC 0.65). The
Winkler score, which penalizes misses outside the in-
terval captures this: it is substantially worse for QR
than for CQR despite the much smaller width. In op-
erational settings, such over-confident intervals would
translate into frequent, unanticipated exceedances.
For a given UQ method, TFT intervals are markedly
narrower than those from LightGBM (e.g., CQR: 2209
vs. 5284 at the 90 % level), reflecting the higher point-
wise accuracy and better uncertainty structure learned
by TFT.

4.4. QUALITATIVE ANALYSIS

Figure [3| provides a visual comparison of the different
forecast intervals from the TFT model over 14 days in
the test set, offering an intuitive understanding of each
method’s practical value. From Figure[3] QR produces
intervals that are adaptive but clearly miscalibrated.
While the interval width varies correctly with expected
traffic, it is too narrow and often fails to cover visitor
peaks. This overconfidence is dangerous for a crowd
manager, as it creates a false sense of security when
risk is highest. Split CP generates a reliable but
inefficient forecast. The interval has a fixed width
that, while covering most peaks, is excessively wide
during low-traffic periods. This lack of adaptivity
makes it challenging to optimise resources and can lead
to costly over-preparation. CQR, demonstrates the
most desirable behaviour. It retains QR’s adaptivity
with narrow intervals during quiet periods, but widens
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FicURE 3. Example 14-day ahead hourly forecast on the test set using TFT with three uncertainty methods.

the intervals just enough through conformalization
to reliably cover the visitor peaks that QR misses.
CQR thus provides a forecast that is both trustworthy
and efficient, making it the most actionable tool for
a crowd manager to plan for both average and peak
conditions.

4.5. LIMITATIONS

While our framework demonstrates a robust method
for generating calibrated probabilistic crowd-count
forecasts, it is essential to acknowledge the limitations
that directly affect their operational utility for crowd
managers.

First, the study is based on data from a single loca-
tion, Hague Beach. The dynamics of crowd behaviour
can vary drastically across different types of venues
(e.g., Boulevards, Beach stadiums, public transport
stations). Therefore, the generalizability of our find-
ings to other spatiotemporal contexts, particularly the
performance of specific models, should be confirmed
through further studies on diverse datasets.

Second, there is the challenge of interpreting and
acting upon the prediction intervals during periods of
high uncertainty. As shown in our qualitative analy-
sis, the model correctly identifies high-visitor peaks
as periods of high uncertainty, leading to very wide
prediction intervals. For a crowd manager, a forecast
of 2000 to 8000 visitors, while statistically reliable,
may be challenging to translate into a single opera-
tional plan for staffing or resource allocation. This
highlights a gap between statistical soundness and
operational actionability. The forecast successfully
quantifies a wide range of plausible outcomes, but
it does not prescribe a specific course of action to
manage that uncertainty.

Third, our evaluation relies on a rolling-window
cross-validation, which assumes that the near future
will be reasonably similar to the recent past. This
approach may be vulnerable to sudden and drastic
changes in data distribution [I9] (data drift or covari-
ate shift). For example, a seasonal pattern or a change
in local infrastructure could alter visitor patterns in
ways not captured in the training data, potentially
degrading forecast reliability. While the conformal
framework provides a marginal coverage guarantee
for a fixed calibration set, it does not hold if the test

distribution differs significantly from the calibration
set.

Finally, the conformal prediction framework pro-
vides a marginal coverage guarantee. This ensures
that, on average, 90 % of observations will fall within
their 90 % prediction intervals across the entire test
set. However, this does not guarantee conditional
coverage. The forecasts may be systematically less
reliable for specific, critical subsets of conditions, such
as major holidays or days with extreme weather. For
a crowd manager, this means that while the overall
performance is trustworthy, the forecast for a par-
ticularly unusual and high-stakes day might be less
reliable than the average suggests. This limitation is
a crucial consideration for crowd risk assessment.

5. CONCLUSION

This study addressed the critical need for reliable
probabilistic visitor-crowd forecasts to support tacti-
cal safety management at Hague Beach by systemat-
ically evaluating modern uncertainty-quantification
techniques for forecasts up to 14 days in advance. Re-
sults show that conformalization markedly improves
calibration over standard QR. CQR achieves near-
nominal coverage while producing narrower, more
adaptive prediction intervals than Split CP. The com-
bination of TFT with CQR yields the best overall
distributional accuracy, offering a practical and robust
tool for proactive crowd management in a dynamic
beach environment. The choice of the underlying
model was also pivotal, with the TFT providing more
accurate and informative results than Light GBM or
a simple seasonal baseline. Overall, the combination
of the Temporal Fusion Transformer with Conformal-
ized Quantile Regression emerged as the most effective
framework, delivering the highest distributional ac-
curacy and producing operationally useful prediction
intervals.

These findings have significant practical implica-
tions for crowd management. Probabilistic forecasts
offer a reliable way for crowd managers to assess pre-
diction reliability and uncertainty, which is crucial
for risk management. For example, a forecast with
a wide prediction interval signals high uncertainty and
would prompt managers to prepare contingency plans.
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Conversely, a sharp, narrow interval allows for more
confident, cost-effective resource allocation.

Several limitations remain to be addressed for fu-
ture research. The model’s static calibration makes
it vulnerable to sudden data drift, suggesting a need
for advanced calibration methods. Furthermore, the
current framework may not extend uniformly to spe-
cific high-risk conditions such as extreme weather
or major holidays. Finally, future work should also
focus on bridging the gap between probabilistic fore-
casts and actionable operational guidance. This in-
cludes developing decision-support frameworks that
translate probabilistic outputs into specific opera-
tional responses. The ultimate goal remains to
integrate these probabilistic forecasts into formal
decision-optimisation models, translating predictive
uncertainty directly into optimal, risk-aware crowd
management strategies.
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